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Recap: The GPU
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https://docs.nvidia.com/cuda/cuda-programming-guide/01-introduction/programming-model.html



The GPU Node symiug DX HIOO
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https://docs.nvidia.com/dgx/dgxh100-user-guide/introduction-to-dgxh100.html



Intra-node / "Scale-Up” Interconnect

Intra-Node GPU Topology Comparison

Ring Full Mesh NVSwitch Crossbar
Sequential pass-through All-to-all direct links Non-blocking fabric
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The Rack / “Pod”
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Inter-node / “Scale-out” Network
ROMA ( Th/PotE)

____________________________

/1y
)

7/
€)

ata Ingestion
— p—— |

____________________________

Resrot ove D



Inter-node / "Scale-out” Network

Pod-Scale Network Topologies

t-Tree (& Tier) 2D Torus
Used by Igfini erPOD) Used by Google TPU pods (mesh wrap-around)
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Bisection bandwidth: full (non-blocking) Bisection bandwidth scales with sqrt(N)

Each path has dedicated capacity — no contention All N—N traffic must cross the bisection cut

Locality of workload placement is critical

Fat-tree provides full bisection bandwidth for any traffic pattern; torus is cheaper but rewards workloads with strong locality.

https://mlsysbook.ai/vol2/compute_infrastructure/compute_infrastructure.html#fsec-compute-rack



The Bandwidth Hierarchy

Accelerator Bandwidth Hierarchy: Concentric Zone
Each boundary crossing drops bandwidth by ~10x and raises latency by ~10x

Bandwid
(log scale)

orage / Network File Syste

7 GB/s
Persistent ms.laten 3.35 TB/s
storage / NFS nfiniBand NDR -

50 GB/s

VB~ 103 4]

~18x drop

Inter-Node

inter-node (100s of nodes)
NVLink / NVSwitch
B/s

cluster networl

900 GB/s

IntrafNode intra-node (8 GPUs)

8 GPUs / chassis

HBM
3.35 TB/s
S~480nslatency

on-package

On-Package
HBM + GPU die

7 GB/s

Paratelism strategy must respect zone boundaries: tensor parallelism stays intra-node (NVLink), pipeline parallelism spans nodes (InfinfBand).

https://mlsysbook.ai/vol2/compute_infrastructure/compute_infrastructure.html#sec-compute-bandwidth-hierarchy



Datacenters and Regions
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region-wide training cluster




Global Regions
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Recap: DNN Training

« Forward propagation: Apply model to a batch of input samples and
run calculation through operators to produce a prediction

Model inputs "8 Model prediction

ooooooo

=) Forward propagation

Slides adapted from Tiangi Chen and Zhihao Jia, CMU



Recap: DNN Training

« Forward propagation: Apply model to a batch of input samples and
run calculation through operators to produce a prediction

» Backwards propagation: Run the model in reverse to produce a

gradient for each trainable weight

Model inputs

ooooooo
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=S Backward propagation dL(w)

@ Softymax ‘ an'
Slides adapted from Tiangi Chen and Zhihao Jia, CMU
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Recap: DNN Training

« Forward propagation: Apply model to a batch of input samples and
run calculation through operators to produce a prediction

» Backwards propagation: Run the model in reverse to produce a
gradient for each trainable weight

* Weight update: Use the gradients to update model weights

Gradients of
individual samples

Slides adapted from Tiangi Chen and Zhihao Jia, CMU



Why do we want more GPUs?
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Data Parallelism

« Goal: Scale compute (i.e., process more data faster)

« Key idea: Partition training data across many GPUs



Data Paralleism o
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32 samples
Gradient g,
Mini-batch 1
4’| Forward |—>| Loss '—PI Backward |
32 samples
| Gradient g,
Mini-batch 2
4" Forward |—>| Loss l—bl Backward
32 samples
| Gradient g,
Mini-batch 3
4’| Forward |—>| Loss '—PI Backward
32 samples

l 5

Gradient g3

Embarrassingly parallel compute; communication only at gradient sync (10-40% of step time)
N =4 GPUs, global batch B = 128, per-GPU micro-batch = 32

https://mlsysbook.ai/vol2/distributed_training/distributed_training.html

Update

GPU 0: Update
6—06-ng

GPU 1: Update
6—06-ng

P

GPU 2: Update
6—06-ng

GPU 3: Update
6—06-ng

All 8 identical




Key question: How do we synchronize gradients
across all parallel workers?



parameter servers and pull
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Slides adapted from Tiangi Chen and Zhihao Jia, CMU



Synchronous Data Parallelism

+ Replicate model on each GPU
- For each iteration: |

S Pariition data across GPUs

« Each GPU: Fwd/Bwd pass et

» Generate gradients unique to each

GPU Gradients

+ Sync gradients (e.g., avg) across Aggregation
all GPUs - g

« Update weights (synced) on all
GPUs

Slides adapted from Tiangi Chen and Zhihao Jia, CMU



All Reduce

» Goal: Perform element-wise reduction across multiple devices

‘rankO frank1l rank2 frank3 ‘rankO {rank1 ' rank2 | rank 3
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/\/ wollars

Naive AllIReduce
M (AN S

\Worker A Worker B

Worker C Worker D
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https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da



Ring AllIReduce

» Construct a ring of N workers, divide M parameters into N slices
- Step 1 (Aggregation): B

« Each worker sends one slice (M/N params) to the next worker on the ring
. Worker reduces its received slice with current slice
* Repeat N times 2,

Worker D
.ﬂﬂﬂ ﬂ'ﬂﬂ.
Worker C é//;
ﬂﬂﬂ. /

https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da




Ring AlIReduce

« Construct a ring of N workers, divide M parameters into N slices
« Step 1 (Aggregation):

« Each worker sends one slice (M/N params) to the next worker on the ring
» Worker reduces its received slice with current slice
* Repeat N times

Worker A

dy = T
/ @

Worker D Worker B
N (5 /| |

& Worker C sk /b1 /
CIESINES

https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da



Ring AlIReduce

« Construct a ring of N workers, divide M parameters into N slices
« Step 1 (Aggregation):

« Each worker sends one slice (M/N params) to the next worker on the ring
» Worker reduces its received slice with current slice
* Repeat N times

Worker A

" e J

Worker D Worker B
e

M Yoo TCI
https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da



Ring AlIReduce

« Construct a ring of N workers, divide M parameters into N slices
« Step 1 (Aggregation):

« Each worker sends one slice (M/N params) to the next worker on the ring
» Worker reduces its received slice with current slice

* Repeat N times

« End up with reduced version of one slice

Worker A

g 773 w77
\
Worker D Worker B
(oA (A7) HREN
‘\k\\\ Worker C 7

S —

https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da



Ring AllIReduce

« Construct a ring of N workers, divide M parameters into N slices
« Step 1 (Aggregation):
« Step 2 (Broadcast):

« Each worker sends one slice of reduced parameters to the next worker
* Repeat N times

Worker A

m

Worker B

Worker D

Worker C

https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da



Ring AlIReduce

» Construct a ring of N workers, divide M
parameters into N slices -

« Step 1 (Aggregation):
« Each worker sends one slice (M/N params)
to the next worker on the ring W /{/ i
» Worker reduces its received slice with /Jr% %
current slice

Worker D Worker B

A
\ /
/

* Repeat N times (}Wld (ﬂ%)f N Mn/
» Step 2 (Broadcast):
« Each worker sends one slice of reduced
parameters to the next worker (3471[ - 0( M V)

@WLMM&@

* Repeat N times

O SN — mw-a -

https://medium.com/data-science/visual-intuition-on-ring-allreduce-for-distributed-deep-learning-d1f34b4911da



Issues with Data Parallelism

« Each GPU needs to store entire model!
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Model Parallelism

» Goal: Scale parameters (memory)

» Key idea: Shard model across GPUs
M
* Two main flavors:

* Tensor Parallelism
* Pipeline Parallelism




ReduceScatter, AllGather
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\J —
Tensor Parallelism [ = XwW

« Shard model weights across GPUs
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Megatron-LM Tensor Parallelism

ldea: Column-wise partition followed by row-wise to avoid an
collective between them - only need two AR (fwd, bwd)

* QKV projegtion (column), attention output projection (row)
. (sﬁéﬁbelow) FFN 1 (column), FFN 2 (row)

Y =GeLU(X x A)

Z = Dropout(Y x B) reduction layer
identity layer
"""" =GeLU(XA) O 7  Z=Dropqut(yf)—
2
R 8 Y| = | Y
- .
o
XA2 ':>£|:>Y I¢]E> Y>B,
cl ., |
|
[Al, Az] /, ‘\
Tensor model parallelism Tensor model parallelism
(partition output) (reduce output)

Megatron-LM: Training Multi-Billion Parameter Language Models Using Model Parallelism



|

Downsides of TP? 0

» GPT-3 175B: H = 12288, L = 96 layers, S = 2048, microbatch = 1,
bf16 o -

* AllIReduce Size =B *S *H ™ 2 bytes
« 50 MB

* Per Layer (4 per layer)
- 200 MB

.P.ezlga_itcc;g(% layers) W&{ WM VWJ‘WO‘/[L DM&lMﬂh/}



Pipeline Parallelism

* Goal: Reduce communlcatlon reqmrements between GPUs

* |dea: Shard layers across s GPUs




Pipeline Parallelism

\\\N\ \\
z\\\\\m\\\

\\\

\\\\\\\\“w&“\ =
77/ - 7

V- 77

\\\\\\\\\ %
i

1#\
-
o
Y4
—
@)
=

Worker 2

K"—\
Worker 3

NNy dle

-
T
(S
E¥
v 8 @
E @ a
-
-
T
as
¥
S a

Worker 4
(—.

Efficient Large-Scale Language Model Training on GPU Clusters Using Megatron-LM | Slides adapted from Tianqi Chen and Zhihao Jia, CMU



Micro-batching

 Divide mini-batch into multiple micro-batches
* Pipeline forward and backward computations across micro-batches

All inputs use weights from last flush Plggllne;!us:l:
add gradients
&\\ \&\ “ ‘\ &\\\\ RN A A\ N
Worker 1 N N N N\ 1[1]2]23]3]4]4
N R R R .
N TR
A N N
Worker 2 : \:\\ii\:\{\ *‘:‘:\é\‘é “&1 11223344 NN \g‘
NN NN R ‘\‘\‘\\ N
Worker 3 N\ NN 1202020214 ]« Al AR
V\: “ N\
w N\ RN \ N §5 %
orker 4 N A11223344$\\\\e\§\\\\ N
AN AN NN N N

ime
I Forward Pass [ | Backward Pass Y dle



Device Utilization

* m . micro-batches in a mini-batch
* p: number of pipeline stages

* All stages take t(/ t, to process a forward (backward) micro-batch
Tmsty (P—l)*(&f"‘&) m x tp

Devic 12345678

3|4/|5 7 | 8 ERDIREPAEIEAEST
Device 2 12345678 4 |5 1|6 910111213141516
p Device 3 12345678 5|6 |7 910111213141516 E
Device 4 123456 7 8N 6 |7 |8 910111213141516“@
Time — Devices idle
B Forward Pass [ | Backward Pass I

. CPel) b be) P-
{\)wa&b%a‘ﬂiowz‘_&m *ﬁfm;b* . p%l /VVT




How to improve pipeline parallelism efficiency?
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Memory requirements

* Need to keep intermediate activations of all micro-batches before
backprop. How can we improve the pipeline schedule to reduce
memory requirements?

AL,

All input ights from last fl Pipeline flush: -
inputsSe weights from las a0d gradients A "/\ /}/

RN
Worker 1 N N 2(2|3(3|4]|4 ;
N N\ DRRRYRRRRTRNNN
TR \*"\Q N N
4 i N\ R N
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N NN NN
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N NN N SRR R RN
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orker 4 R\ A NN \\ N
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Time
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1F1B

- One Forward, One Backward in the steady state

 Limits the number of in-flight microbatches to the pipeline depth
 Reduces memory footprint of pipeline parallelism, but doesn’t

reduce pipeline bubbles

L= (ol
& 1y ﬂlqh«]’ mmbﬁf/}qpenneﬂush

Device 1 [REEAEN-NNCIVAR: 2 (3|4 |5 6| 7|8 ENUMPEIZIET

Device 2 1/2 (34|56 |78

Device 3 || BNFARN VAR 112 |3 |4 |5 |6 |7 |8 IR LEEVARRESERT E

Device 4 WMWY 1 | 2 (3 |4 |5 |6 |7 |8 m
Time —— Devices idle

B rorward Pass [ ] Backward Pass

Forward Pass

L€(b >4 tnfiyht abutibes

Pipeline flush

Devices idle
Backward Pass



nterleaved 1F1B 1% %31{7%» B ﬁ?d
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* Idea: Further divide each stage into v sub-stages
« Before: Device 1 has layers 1-4. After: Device 1 has layers 1-2, 9-10

» Assign each device multiple pipeline stages, each with less
computation than before

» Forward (backward) time (I)/ each sub-stage is = i (—)

l-l/q -

° COStS? Device 1 11234k 1E1 253 (6| 4 7|l 4567 | EHORACRIH o P1oj3/11 312 SIEN AL
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Time —
VVlM (/OW‘W\» Each device is assigned two chunks. Dark colors show the first chunk and light colors s the second
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Summary

N

M GPU 1 Fao | Fs1 | Faz | Fsa| Bss | Baz | Ba1 | Bag Update
N e ML Model Model GPU 1
ML Model L~ EEE ; 5;: ; : Pa I'a"elism Fzo | Fz1 | F2z | Fas Bza | B2z | Bz1 | Bao Update
—I Agrglgea':ﬁn _l | | =|| Fio|Fii[Fi2 | Fia| N | Bis | Biz | Bia | Bio Update
_I GPU 2 P _l
A\ | amn 'A\ || — < : ./' ‘ Foo | Foa | Foz | Foa | Bubble ’ Bos | Boz | Bor  Boo | Update

Training Dataset

Training Dataset _> %

n
b ©
wy = wy = yVL(wy) = w; — Z VL;(w;) GPUN
=

n
14
wy = w; —yVL(w;) = w; — ;Z VL;(wi)
=

Data Parallelism Tensor Model Parallelism Pipeline Model Parallelism

v' Massively parallelizable v Support training large models v Support large-batch training
Pros v Require no communication during v’ Efficient for models with large v’ Efficient for deep models
forward numbers of parameters
+* Do not work for models that cannot ¢ Limited parallelizability; cannot +» Limited utilization: bubbles in
fiton a GPU scale to large numbers of GPUs forward/backward
Cons  « Do not scale for models with large * Need to transfer intermediate
numbers of parameters results in forward/backward

43
Slides adapted from Tiangi Chen and Zhihao Jia, CMU



Hybrid Parallelism

» Data Parallelism: Higher training throughput if model fits in memory

 Tensor Parallelism: Fit large model into GPU, and there exists high
BW interconnect between few GPUs

* Pipeline Parallelism: Fit large model into GPU, and we need to scale
to many servers over larger network. However, bubbles limit

utilization.



Hybrid Parallelism

Your task: Train a 70B-parameter transformer (80 layers, hidden size

8192) on 512 H100s: 64 servers x 8 GPUs, 80 GB each, NVLink
inside a server, 400 Gb/s InfiniBand between 'servers.

Dots Ut £+ 70 B x 160/ prmm = L[ TB 77 605,
Witk a pode ' LETH/ £ = 140 6b 7 $068
PP yahl FE8 Caoross nodss) | PP 7 LP 79 LD 14

M S2cany ) T
25 6PUs ' one Viglihe.

C12132 2 lgeephms = ()7 2



Parallelism Flowchart

Yes

Data Parallel (DDP)

Scale batch across GPUs

InfiniBand sufficient

: Memory pressure?
1

A 4 I

Model fits on No
1 GPU?

Yes

Model fits in

1 node (8 GPUs)?

ZeRO / FSDP

Shard optimizer + grads + params

Tensor Parallel (TP)
Split layers across GPUs

Yes

Sequential

depth only?

Requires NVLink (intra-node)

No

\ 4

Pipeline Parallel (PP) 3D Hybrid
Stage layers across nodes TP + PP + DP
NVLink + IB + Eth

https://mlsysbook.ai/vol2/distributed_training/distributed_training.html



DeepSpeed: 3D Model Parallelism

Pipeline Model Parallelism
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Data Parallel Rank 1
& Pipeline Stage 1 ) C Pipeline Stage 2 R
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(" Pipeline Stage 3\\

MP-3 MP-2 MP-1 MP-0

L Network Layers 24-31 4

https://www.microsoft.com/en-us/research/blog/deepspeed-extreme-scale-model-training-for-everyone/

odel Parallelism

Tensor

Scaling to a Trillion Parameters

1084B
8
64
429
211B
160 320 480 640 800
Number of GPUs

B Parameters — ==@==Throughput
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Throughput (PFLOPS)



Other Flavors of Parallelism

————————

¢ Expert Pal'a"ensm IFFN1 | [FFN2 |[FFN3 | |[FFN4 | [FFN1 | [FFN2 ||FFN3 | IFI;III:‘:T:'
Shard/Replicate Experts (we’ll R
discuss later) across GPUs p= 065" " p=08

. Sequence Parallelism: Parallelize
Layernorm, Dropout along
sequence dimension of transformer

» Context Parallelism: Partition
entire layer along sequence
dimension



How else can we train larger models?

« Each GPU needs to store entire model!

* Ex: Training a 7B parameter Llama model in mixed precision. Does
the full training state fit on an H100-80GB GPU?

DB weynty Qb prod s

Dotmlagr state = Maskr wllgitt P0mnh, Variapg
~
ST PR



Understanding Training Memory Consumption

Data,

Each cell” represents GPU memory used by its corresponding transformer layer [j

Adapted from Minjia Zhang, DeepSpeed



Counting Parameters

GPU,
IREREEEEEREREREEEEEEEEENENEEEEEE

Not including input batch + activation memory

Adapted from Minjia Zhang, DeepSpeed



Activation Memory

Meta-Llama-3.1-8B Meta-Llama-3.1-70B Meta-Llama-3.1-405B
1500 8000
B parameters
25k
I gradients
6000 .
1000 20 optimizer states
4000 15k B activations
Ol  soo 10k . ~
2000 . — . % ~
- — I ' - — 1 & N 0
0 —_— — [ —— — —— 0----i
~ 1024 2048 4096 8192 16383 1024 2048 4096 8192 16384 1024 2048 4096 8192 16384

LM (on

N
K ~L-seq bsh 34+ b Mk S0 N _ L
y ME T @Lg% C /7:—\ /0[%)

https://nanotron-ultrascale-playbook.static.hf.space/index.html#memory for activations
httks://a rxiv.org/pdf/2205.05198



https://nanotron-ultrascale-playbook.static.hf.space/index.html
https://nanotron-ultrascale-playbook.static.hf.space/index.html
https://nanotron-ultrascale-playbook.static.hf.space/index.html
https://nanotron-ultrascale-playbook.static.hf.space/index.html
https://nanotron-ultrascale-playbook.static.hf.space/index.html

Activation Memory

\ 4

o /,/ oss o 5

linear-grad (\\iiij;iijj//// linear-grad

Because the need to keep intermediate value around (checkpoint) for the gradient steps.
Training a N-layer neural network would require O (N) memory.

loss-grad

We will use the following simplified view to combine
gradient and forward computation

> — —_—
[ O e B

Slides adapted from Tiangi Chen and Zhihao Jia, CMU
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Activation Checkpointing

Idea: Discard activations during forward pass to save memory,
recompute when necessary during backward pass

l
Step O: -—-—% L//S

7

%

Step 1:
2

Step 2 =
J>r< —

* Only checkpoint colored nodes (step 0)
« Recompute the missing intermediate nodes in small segments (step 1, 2)

54



Activation Checkpointing

Forward computation /1\ \ R N _6)
N——
Gradient per segment -Z-ZE

with re-computation

=
H@ur W

For a N layer neural network,

if we checkpoint every K layers, what is the memory cost?
—_—

WWCO%JV/@%OC&



ZeRO

« Zero Redundancy
Optimizer

* Memory optimization
techniques for LLMs

* Deployed via DeepSpeed
https://www.deepspeed.ai

ZeRO: Memory Optimizations Toward Training Trillion

Do
T

— odels

Samyam Rajbhandari*, Jeff Rasley; Olatunji Ruwase, Yuxiong He
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ZeRO-Offload: Democratizing Billion-Scale Model Training
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ZeRO-Infinity: Breaking the GPU Memory Wall
for Extreme Scale Deep Learning

Samyam Rajbhandari, Olatunji Ruwase, Jeff Rasley, Shaden Smith, Yuxiong He

{samyamr, olruwase, jerasley, shsmit, yuxhe)@microsoft.com



https://www.deepspeed.ai/
https://www.deepspeed.ai/

/eRO-DP: ZeRO Powered DP

« Remove memory redundancy across data parallel processes
« Stage 1: Partition optimizer state

« Stage 2: Partition gradients

« Stage 3: Partition parameters
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ReduceScatter, AllGather
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ZeRO Stage 1: Partitioning Optimizer
States

« ZeRO Stage 1

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

« ZeRO Stage 1
Partitions optimizer states across GPUs

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Activations Activations

« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

EEEEEEEE Activations

« ZeRO Stage 1
* Partitions optimizer states across GPUs
e Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

EEEnEnEnnnnnriqGilations

GPU, GPU,

« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

EnnnnnnnnnnnriGiiveiienim

GPU, GPU,

« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States
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GPU, GPU,

« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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GPU, GPU,

« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

ZeRO Stage 1

Partitions optimizer states across GPUs

Run Forward across the transformer blocks
Backward propagation to generate FP16 gradients

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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GPU, GPU,

« ZeRO Stage 1

* Partitions optimizer states across GPUs

* Run Forward across the transformer blocks

* Backward propagation to generate FP16 gradients

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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GPU, GPU,

« ZeRO Stage 1

* Partitions optimizer states across GPUs

* Run Forward across the transformer blocks

* Backward propagation to generate FP16 gradients

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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« ZeRO Stage 1

* Partitions optimizer states across GPUs

* Run Forward across the transformer blocks

* Backward propagation to generate FP16 gradients

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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GPU, GPU,

« ZeRO Stage 1

* Partitions optimizer states across GPUs

* Run Forward across the transformer blocks

* Backward propagation to generate FP16 gradients

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States
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« ZeRO Stage 1

* Partitions optimizer states across GPUs

* Run Forward across the transformer blocks

* Backward propagation to generate FP16 gradients

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Acitivaitiens Activatiens

Transformerstack Transformefstack
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ZeRO Stage 1
Partitions optimizer states across GPUs
Run Forward across the transformer blocks

Backward propagation to generate FP16 gradients and ReduceScatter to average
— o ~

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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ZeRO Stage 1

Partitions optimizer states across GPUs

Run Forward across the transformer blocks

Backward propagation to generate FP16 gradients and ReduceScatter to average

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
Activations Activations
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« ZeRO Stage 1
* Partitions optimizer states across GPUs
* Run Forward across the transformer blocks

 Backward propagation to generate FP16 gradients and ReduceScatter to average
* Update the FP32 weights with ADAM optimizer

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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* Run Forward across the transformer blocks
 Backward propagation to generate FP16 gradients and ReduceScatter to

average
* Update the FP32 weights with ADAM optimizer

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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* Run Forward across the transformer blocks

 Backward propagation to generate FP16 gradients and ReduceScatter to
average

* Update the FP32 weights with ADAM optimizer

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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* Run Forward across the transformer blocks

 Backward propagation to generate FP16 gradients and ReduceScatter to
average

* Update the FP32 weights with ADAM optimizer

Adapted from Minjia Zhang, DeepSpeed Presentation



ZeRO Stage 1: Partitioning Optimizer
States

Loss
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* Run Forward across the transformer blocks
 Backward propagation to generate FP16 gradients and ReduceScatter to

average

* Update the FP32 weights with ADAM optimizer

Update the FP16 weights

Adapted from Minjia Zhang, DeepSpeed Presentation

Loss
[]




ZeRO Stage 1: Partitioning Optimizer

States

Loss
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* Run Forward across the transformer blocks
 Backward propagation to generate FP16 gradients and ReduceScatter to
T —
average
* Update the FP32 weights with ADAM optimizer
* Update the FP16 weights
* All Gather the FP16 weights to complete the iteration

Adapted from Minjia Zhang, DeepSpeed Presentation
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ZeRO Stage 1: Partitioning Optimizer
States

Loss Loss
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* Run Forward across the transformer blocks

 Backward propagation to generate FP16 gradients and ReduceScatter to
average

* Update the FP32 weights with ADAM optimizer

* Update the FP16 weights

* All Gather the FP16 weights to complete the iteration



ZeRO Stage 1: Partitioning Optimizer States

GPU; GPU; GPUy

Forward pass

O
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https://nanotron-ultrascale-playbook.static.hf.space/index.html#memory_for_activations



ZeRO Stage 2: Partitioning Gradients

Loss Loss
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* Partitioning gradients across GPUs
* The forward process remains the same as stage 1

Slides from Tianqi Chen and Zhihao Jia, CMU



ZeRO Stage 2: Partitioning Gradients
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* Partitioning gradients across GPUs
* Perform ReduceScatter right after back propagation of each layer

Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 2: Partitioning Gradients

Loss Loss
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* Partitioning gradients across GPUs
* Only one GPU keeps the gradients after ReduceScatter

Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 2: Partitioning Gradients

Loss Loss
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GPU, GPU,

ReduceScatter

* Partitioning gradients across GPUs
* Reduce gradients on GPUs responsible for updating parameters

Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 2: Partitioning Gradients

Loss Loss
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* Partitioning gradients across GPUs
* Reduce gradients on GPUs responsible for updating parameters

Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 2: Partitioning Gradients

Loss Loss
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* Partitioning gradients across GPUs
* Reduce gradients on GPUs responsible for updating parameters

Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 3: Partitioning Parameters

* In data parallel training, all GPUs keep all parameters during training

—>| Conv1 Conv2 —>| Conv1 Conv2

Conv1l’ «— Conv2’ Conv1l’ <«— Conv2’

90
Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 3: Partitioning Parameters

* In ZeRO, model parameters are partitioned across GPUs

Slides from Tiangi Chen and Zhihao Jia, CMU
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ZeRO Stage 3: Partitioning Parameters

* In ZeRO, model parameters are partitioned across GPUs
» GPUs broadcast their parameters during forward

& B
Loss § Loss §

—>| Conv1 }——»l Conv2
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Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 3: Partitioning Parameters

* In ZeRO, model parameters are partitioned across GPUs
» Parameters are discarded right after use

& B
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Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 3: Partitioning Parameters

* In ZeRO, model parameters are partitioned across GPUs
* GPUs broadcast their parameters again during backward

Loss

Conv1’ «— Conv2’
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Slides from Tiangi Chen and Zhihao Jia, CMU



ZeRO Stage 3: Partitioning Parameters

GPU, GPU; GPUy

Layer n-1 | J
All-gather
Layer n rward pass
Flush parameters
Layer n+1 | |
GPU, GPU; GPUy
Layern-1 | |
Reduce-scatter
Layer n Backward pass
All-gather
———
Layer n+1 |

141\
Parameters Gradients

https://huggingface.co/spaces/nanotron/ultrascale-playbook?section=zero-3:_adding_parameter_partitioning_(fsdp)
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ZeRO: Zero Redundancy Optimizer

 ZeRO has three different stages
* Progressive memory savings and communication volume
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